Rice Computer Science faculty Swarat Chaudhuri and Chris Jermaine, along with Rice research scientist Vijay Murali, have designed a tool called Bayou that allows a programmer to give a natural language description of a piece of code to synthesize, as well as additional evidence such as particular APIs to make use of as well as different types to use.  Bayou then uses those various evidences to synthesize potentially complex codes.

Compared to classical methods for program synthesis that are very limited in terms of the complexity and size of the codes that they are able to synthesize, Bayou is able to automatically produce codes that are far more complex and substantial, containing complex control flow and data flow. The reason that Bayou is able synthesize relatively complex codes is that Bayou learns how to write programs by examining millions of example programs, from them figuring out the type of programs that engineers tend to produce in practice.  

For an example of Bayou’s capabilities, a programmer can start by providing the draft program:

public class Program {
  void foo(String file) {
    ??
  }
}

If the user tells Bayou nothing more than that s/he wants to use the type FileReader and the API call readline, Bayou is able to automatically synthesize the code:

import java.io.FileReader;
import java.io.IOException;
import java.io.FileNotFoundException;
import java.io.BufferedReader;
public class Program {
  void foo(String file) {
    String s2; String s1; String s;
    BufferedReader br;
    FileReader fr;
    try {
      fr = new FileReader(file);
      br = new BufferedReader(fr);
      while ((s = br.readLine()) != null){}
      br.close();
    } catch (FileNotFoundException _e){
      s1 = _e.getMessage();
    } catch (IOException _e){
      s2 = _e.getMessage();
    }
}}

By giving more evidence, the user can further tailor the synthesized code to a particular use case.

To accomplish this, we have developed new, Bayesian methods for automatic program synthesis.  Our synthesizer starts by learning, offline and from an existing corpus, a probabilistic model of real-world programs. During synthesis, a user of Bayou is expected to provide some shallow facts about the program they have in mind, for example the API calls that the program makes or the data types that it uses. This specification is viewed as not the ultimate truth, but rather evidence as to the nature of the synthesis task. Bayou then uses this information to infer a posterior distribution over programs that assigns: (1) positive likelihood only to programs that meet a set of language-level invariants (assumed to be encapsulated by a type system); and (2) higher likelihoods to programs that, given the data, are more likely to match the evidence. Given this input, the synthesizer infers a posterior distribution over type-safe programs that assigns higher likelihood to programs that, according to the learned model, are more likely to match the evidence.

We realize this approach using two key ideas. First, our learning techniques operate not over code but syntactic abstractions, or sketches, of programs. During synthesis, we infer a posterior
distribution over sketches, then concretize samples from this distribution into type-safe programs using known combinatorial techniques. Second, our statistical model explicitly models the full intent behind a synthesis task as a latent variable. To infer sketches, we first estimate a posterior distribution on the intent, then use samples from this posterior to generate a distribution over possible sketches.

At the heart of all of this is a new neural learning architecture called a Bayesian encoder-decoder (BED). This model is a cousin of the recently popular model of variational autoencoders [1]. A BED consists of an encoder network and a decoder network, linked via the latent variable that in the case of Bayou corresponds to the user intent (in some sense, this is a latent specification for the code to be synthesized).   The networks are trained together by optimizing, using stochastic gradient descent, an end-to-end differentiable loss function that is a variational approximation of the maximum likelihood objective in our model. Together, the networks enable a simple procedure for estimating the posterior distribution over sketches, given user-provided evidences.

Our experience with Bayou shows that it can rapidly generate complex methods with an amount of
specification that is far more limited than in existing approaches to synthesis. At least some of these methods implement tasks that are never encountered during training. We have also found that there are key benefits to many of our design choices, in particular the use of a latent variable for intent and the choice of the level of abstraction at which sketches and evidence are defined.
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